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ABSTRACT 

Dynamic Range Compressors are a complex type of audio effect. The number of choices to be 

made during the design phase is vast. However, even using a compressor has its challenges, 

since the influences of the different parameters on the signal are not always obvious – 

especially to beginners. While properly setting up a compressor takes a lot of experience, a 

badly configured compressor can introduce a number of unpleasant artefacts to the sound. 

This report starts with an in-depth look at compressor design and discussion of the individual 

building blocks that form the compressor’s circuit. This knowledge enables us to make 

informed choices when designing our own compressor. We then minimise the number of 

user-adjustable controls by developing methods to automatically set the different compressor 

parameters at run-time and dependent on input signal statistics. The resulting automatic 

compressor can be operated with only one control and is implemented as a real-time audio 

plug-in. Finally we evaluate the automatic compressor settings against those made by expert 

human operators.



 5

TABLE OF CONTENT 
Disclaimer .................................................................................................................................. 2 

Acknowledgement...................................................................................................................... 3 

Abstract ...................................................................................................................................... 4 

Table of content.......................................................................................................................... 5 

Chapter 1: Introduction .............................................................................................................. 7 

1.1 Compressor parameters and associated artefacts ............................................................. 7 

1.2 Parameter automation....................................................................................................... 8 

Chapter 2: Background............................................................................................................... 9 

2.1 Voltage-controlled amplifier ............................................................................................ 9 

2.2 Gain computer ................................................................................................................ 11 

2.2.1 Feed-back and feed-forward topologies.................................................................. 12 

2.2.2 Digital implementation of feed-back compression ................................................. 14 

2.2.3 Gain computer implementation............................................................................... 15 

2.2.4 Soft knee implementation........................................................................................ 16 

2.3 Sidechain filtering .......................................................................................................... 18 

2.4 Make-up gain.................................................................................................................. 19 

2.5 Detectors......................................................................................................................... 19 

2.5.1 RC circuits and time constants ................................................................................ 20 

2.5.2 RMS detector........................................................................................................... 22 

2.5.3 Peak detector ........................................................................................................... 23 

2.5.4 Peak detector with dual release time constant......................................................... 27 

2.5.5 Decoupled peak detector ......................................................................................... 30 

2.5.6 Peak detector modifications .................................................................................... 31 

2.5.7 Detector placement.................................................................................................. 33 

Chapter 3: Design and implementation.................................................................................... 36 

3.1 General compressor configuration ................................................................................. 36 

3.2 Design goals ................................................................................................................... 37 

3.3 Auto release.................................................................................................................... 38 

3.3.1 The crest factor as a short term signal measure ...................................................... 39 

3.3.2 Measuring the short-term crest factor ..................................................................... 40 

3.3.3 Choosing the parameters ......................................................................................... 41 

3.4 Auto attack ..................................................................................................................... 43 

3.5 Auto make-up gain ......................................................................................................... 44 



 6

3.5.1 Biasing the averaging filter ..................................................................................... 46 

3.5.2 Dealing with clipping .............................................................................................. 47 

3.6 Auto knee ....................................................................................................................... 47 

3.6.1 Automating the knee width ..................................................................................... 49 

3.7 Plug-in implementation .................................................................................................. 50 

3.7.1 Final parameter tuning ............................................................................................ 51 

Chapter 4: Results and discussion............................................................................................ 53 

4.1 Addressing possible issues ............................................................................................. 53 

4.2 Evaluating auto attack and release ................................................................................. 55 

4.2.1 Evaluating auto attack ............................................................................................. 55 

4.2.2 Evaluating auto release............................................................................................ 57 

4.3 Evaluating auto knee ...................................................................................................... 58 

4.4 Evaluating auto make-up gain........................................................................................ 61 

Chapter 5: Conclusion and further work .................................................................................. 64 

5.1 Further work................................................................................................................... 65 

References ................................................................................................................................ 66 

 



 7

CHAPTER 1: INTRODUCTION 

One of the fundamental problems of recording is that the playback levels are almost never as 

loud as the levels that the music was recorded at. A good example would be a rock band: 

while drums and heavily amplified electric guitars can reach ear-damaging levels on stage or 

in the studio, the listener at home is hardly going to turn up his hi-fi system that loud when 

playing the final recording. 

However simply turning down the overall volume to compensate for the loudest peaks has the 

problem that quieter parts or any fine detail in the music might fall below the hearing 

threshold or the ambient noise floor and therefore get lost. The solution to this dilemma is the 

use of dynamic range compression: by only reducing the volume of the loud peaks and 

leaving the quieter parts where they were originally, we can account for the smaller maximum 

volume of the listening environment compared to the stage/studio and still present the ‘full 

picture’ to the listener. 

1.1 Compressor parameters and associated artefacts 

A typical compressor has at least five parameters. The ratio controls the amount of 

compression, threshold determines at what level the compression kicks in. A make-up gain 

control located after the compressor allows matching of the input and output levels. Since 

dynamic range compression is applied smoothly instead of instantaneously, in order to 

minimize modulation distortion of the signal, we typically also have controls for attack and 

release time. While the attack time determines the time it takes for the compressor to react 

once a peak exceeds the threshold, the release time is the time it takes to bring the level back 

up to normal once the signal has fallen below the threshold. 

Compared to other audio effects, it’s quite hard to set up a compressor in a sensible way – 

especially for beginners. This is partly because the effects of the individual parameters on the 

signal are not very obvious an untrained ear. However a badly set up compressor introduces a 

number of unpleasant artefacts, which are mainly related to the two time constants. A release 

time that is set too fast results in excessive gain modulation of the signal which causes 

distortion especially perceptible when working with low-frequency signals (this is sometimes 

called ‘motorboating’). If the release time is set too slow on the other hand, we will get drop-

outs after short transients, because the compressor will take too long to return from 



 8

attenuation. When the compressor’s action becomes obvious to the listener, we speak of 

“pumping”. Similar artefacts can be produced by the attack time. An attack time that is too 

short will squash all the signals transients, resulting in a lack of punch and clarity. Increasing 

the attack time can help in this case, because it allows short peaks to slip through before the 

compressor starts attenuating. However if we set the attack time too slow, it will limit the 

compressor’s effectiveness and we will end up with overshoot and less compression than 

desired or expected. 

1.2 Parameter automation 

The main aim of this project is to find methods in order to effectively reduce the number of 

user-adjustable parameters. This requires automatically setting most of the standard 

compressor parameters in an intelligent way, depending on the input signal’s properties and 

statistics. This way the required user interaction is reduced to a minimum. The ultimate aim 

would be a compressor with only one knob left: the desired degree of compression. 

Such a compressor would have obvious advantages for beginners and mixing amateurs, 

because a properly designed automatic compressor is very likely to always give better results 

(i.e. produce fewer artefacts) than a badly adjusted static compressor. The advantage for 

professional use is less obvious, however still relevant. For a highly diverse signal, such as a 

full mix containing several instruments playing at once, there might not be a static set of 

parameters that would be optimal. An (at least partly) automated compressor is able to give 

potentially better results, because it can adapt its parameters very quickly to any changing 

conditions. This is why automation of the release time (auto release) has already been used in 

quite a few compressors before (even in analogue designs – see section 2.5.4). 

It is noteworthy, however, that sometimes compressors are used to deliberately create 

artefacts, because it might suit the signal from an artistic perspective. For example, squashing 

the transients on a drum track might be exactly what the recording engineer wants in order to 

achieve a more “compact sound”. On the other hand a pumping compressor on the room mics 

could be what is needed to bring the whole drum sound to life – or distortion caused by gain 

modulation will make the electric bass sound cut through in the mix. This is where an 

automated compressor obviously fails, because it can not guess the artistic intention of its user. 

For a design that is universally applicable, the automation of each compressor parameter 

should be optional and therefore disengageable.
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CHAPTER 2: BACKGROUND 

Considering the classic audio effects (equalisation, delay, reverb, distortion, etc.), the 

dynamic range compressor is perhaps the most complex one. There are so many choices to be 

made when designing a compressor, that the number of possible combinations is nearly 

infinite [1] (design choices involve the compressor topology, the static compression 

characteristic, placement and type of smoothing filters, program-dependencies, sidechain 

filtering, etc.). This explains why indeed every compressor in common usage behaves and 

sounds slightly different and why certain compressor models have become audio engineers’ 

favourites for certain types of signal. 

What makes the analysis of compressors difficult is, that they do not only represent non-linear 

systems, but the non-linearity also involves memory (this is because the gain reduction is 

applied smoothly and not instantaneously as would be the case with a simple memory-less 

non-linearity). Furthermore the large number of design choices makes it nearly impossible to 

draw a generic compressor block diagram that would be valid for the majority of real world 

compressors. 

What we can do, however, is to specify a set of building blocks, that are present in almost any 

compressor design. The background section of this thesis will therefore concentrate on 

deriving the necessary mathematical models for these building blocks. 

2.1 Voltage-controlled amplifier 

The heart of every compressor is the element that applies the gain reduction: a voltage 

controlled amplifier (VCA) which attenuates the input signal according to an external control 

voltage (CV). 

VCA
in out

cv
 

Fig. 1: Voltage-controlled amplifier 
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Building a VCA with analogue components is non-trivial and thus many different approaches 

have been tried out during the history of audio engineering. So-called optical compressors 

like the Teletronix LA-2A use a light-dependent resistor (LDR) as the bottom leg of a voltage 

divider located within the signal path [2]. The control voltage is used to drive a light source 

which will then – with increasing brightness – lower the resistance of the LDR and therefore 

apply the necessary gain reduction. A similar approach is taken by the Universal Audio 

1176 compressor, but instead of using an LDR, they used the drain-to-source resistance of a 

field effect transistor (this is why this type of compressor is often called a FET 

compressor) [3]. The control voltage could then be applied to the gate terminal in order to 

lower the FET’s resistance [4]. An even earlier approach used in so-called variable-mu 

compressors like the Fairchild 670 exploited the effect that altering the grid-to-cathode 

voltage would change the gain of a tube amplifier [5]. More modern compressor designs are 

able to make use of specialised integrated VCA circuits developed in more recent years. 

These are much more predictable than the earlier approaches and offer improved 

specifications (such as less harmonic distortion and a higher usable dynamic range) [5]. 

Compressors using an integrated circuit for gain reduction are often called VCA compressors. 

In a digital compressor, we can model an ideal VCA by simply multiplying the input signal 

by the exponential of the control voltage. 

 

( )

cvinout

cvinout

+=

⋅=

loglog

sides both on logs takingor 

exp

 (1) 

This results in an attenuation of the signal when the control voltage is negative and an 

amplification when the control voltage is positive (which however only applies to expanders 

and not to compressors). When the control voltage is zero, we do not alter the incoming signal 

at all. 
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in out

cv
expSidechain

Signal

 

Fig. 2: Block diagram of a digital VCA 

We can therefore see the control voltage as the log-encoded (or when disregarding scaling 

also decibel-encoded) amount of gain applied to the input signal. 

2.2 Gain computer 

The gain computer is the part of the compressor that generates the signal-dependent control 

voltage and therefore responsible is for the compressor’s static input-to-output characteristic. 

In order to reduce the dynamic range of the input signal, we typically want to achieve the type 

of characteristic that is shown in Fig. 3. Once the input signal exceeds the threshold point, it is 

attenuated according to the compression ratio. 

Threshold

log|in|

log|out|

log|thr|

log|thr|

 

Fig. 3: Static compression characteristic 
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Since the compression ratio is defined as the reciprocal of the slope of the line segment above 

the threshold, the static compression characteristic is described by the following relationship: 

 
⎪
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⎪
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otherwise
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2.2.1 Feed-back and feed-forward topologies 

By combining Eqs. 1 and 2 we can calculate the control voltage either from the input or from 

the output of the compressor, leading to the two topologies of feed-forward and feed-back 

compression. 

The feed-back topology is the one traditionally used in pre-VCA analogue compressors. Since 

the control voltage is derived from the compressor’s output, the gain computer is fed with an 

already reduced dynamic range. Therefore the gain computer only needs to be accurate over a 

smaller range. 

in out

exp

cv
Gain

Computer
abs
log

log|out|

Sidechain  

Fig. 4: Block diagram of a static feed-back compressor 

Given the log-encoded compressor’s output, the control voltage calculates as: 
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As it can be seen, a limiter (with a ratio of ∞:1) would need infinite negative amplification to 

calculate the control voltage. This is why feed-back compressors are not capable of perfect 

limiting. 

The feed-forward compressor on the other hand derives its control voltage from the input 

signal. It therefore requires the gain computer to be accurate over the whole dynamic range. 

outin out

cv

expGain
Computer

abs
log

log|in|

Sidechain  

Fig. 5: Block diagram of a static feed-forward compressor 
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The control voltage of the feed-forward compressor, given the log-encoded compressor’s 

input, is: 
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Since the slope for a limiter approaches minus one instead of minus infinity here, 

implementing limiting is not a problem using a feed-forward compressor. The feed-forward 

compressor is also able to smoothly go into over-compression (with ratio < 0): the slope 

variable simply becomes smaller than minus one. 

2.2.2 Digital implementation of feed-back compression 

Although correct, the block diagram for the feed-back compressor shown in Fig. 4 is not 

implementable as a digital system, because it contains a delay-free feed-back loop. We 

already require the current output sample in order to calculate it. 

However a digital feed-back compressor can be implemented using a trick: we can use the 

previous gain multiplier on the current input sample in order to give an estimation for the 

current output sample. Since the compressor’s gain is likely to change only by small amounts 

from sample to sample, the estimation is a fairly good one. The new block diagram expresses 

the feed-back operation effectively in feed-forward terms and eliminates the delay-free loop. 

It is noteworthy that a similar trick has also been used before in analogue compressors such as 

the SSL Bus Compressor (by using a slave VCA that mirrors the main VCA’s action). 
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in out

cv

expGain
Computer

abs
log

z -1

 

Fig. 6: Block diagram for a digital feed-back compressor implementation 

An implementation like this also has another advantage: since the sidechain is now fed by the 

input signal, we could also feed in an arbitrary key signal in order to achieve side-chaining 

operation (e.g. to implement a ducker or a de-esser). 

2.2.3 Gain computer implementation 

As it turns out, the formulae for the computation of the control voltage, derived in section 

2.2.1, are very similar for both the feed-forward and the feed-back compressor. Both can be 

implemented by subtracting the threshold from the log-encoded signal level (which is either 

derived from the input or from the output of the compressor), applying half-wave rectification 

and multiplying the result by the slope variable (which is different for feed-forward and feed-

back compressors). 

cv
log|in|

log|out|

log|thr| slope
Half-Wave
Rectifier

+

-

 

Fig. 7: Gain computer block diagram 
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Fig. 8 compares the outputs of the feed-back and feed-forward gain computers. The example 

in the figure shows the slopes required for a compression ratio of 2:1 and for ∞:1 (limiting). A 

similar diagram appears in [6]. 

log|out|

cv

log|thr|
0

log|in|

cv

log|thr|
0

2:1

2:1

:1 :1

Feed-back Feed-forward  

Fig. 8: Comparison of gain computer outputs 

2.2.4 Soft knee implementation 

In order to smooth out the transition between compression and no compression, we can soften 

the compressor’s knee. The width of the knee (in the log domain) is equally distributed to 

both sides of the threshold. 

log|in|

log|out|

log|thr|

log|thr|

log|width|

 

Fig. 9: Static compression characteristic with soft knee 
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To implement this we can simply replace the half-wave rectifier from section 2.2.3 with a 

piecewise defined function. 

 ( ) ( )
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widthxwidth
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( )xf  is responsible for the softening and therefore needs to be a smooth continuous function 

with the following properties: 
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Those criteria are met by a simple second-order polynomial. 
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Thus the new smoothed out soft knee rectifier is finally defined as: 
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xlog|width|-log|width|

y

 

Fig. 10: Characteristic of the soft knee rectifier 

When the knee width is set to zero, the smooth rectifier is identical to the hard-knee rectifier 

described earlier. 

2.3 Sidechain filtering 

Compressors using sidechain filtering feed the key signal through a linear filter ( )fH  at the 

beginning of the sidechain. Since the filter affects the level of the key signal dependent on its 

frequency, we can say that sidechain filtering essentially introduces a frequency-dependent 

threshold, where the predefined threshold is offset by the filter’s magnitude response1. 

H(f)

in out

Sidechain
 

Fig. 11: Static feed-forward compressor with sidechain filtering 

Sidechain filtering allows the compressor to react more to certain frequencies and less to 

others. The most obvious example for sidechain filtering is certainly be the de-esser, where 

the key signal is fed through a narrow band-pass filter in order to only compress sibilants. 

However sidechain filtering is also used by more traditional compressor designs. Since 

compression is often said to have a negative influence on the low-end response, quite a few 

                                                 

1 This is only true for steady-state sinusoidal inputs of course and when disregarding any phase shift 
introduced by the filter. 
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compressors use a simple high-pass filter on the key signal (e.g. with a cut-off frequency 

around 100 Hz) in order to prevent very low frequencies from triggering the gain reduction. 

2.4 Make-up gain 

Most compressors have a make-up gain control that adds a constant gain after the signal has 

passed the compressor. Make-up gain can therefore be implemented in a digital compressor 

by multiplying the compressor’s output by a constant factor. 

The main purpose of make-up gain is for the sound engineer to match the perceived loudness 

levels of the compressed and the uncompressed signal. Without make-up gain the compressed 

signal will always sound quieter than the uncompressed one (because the compressor only 

attenuates and never boosts). When then comparing both signals in order to check for sound 

improvements gained from using the compressor, the compressed version will most likely 

sound inferior; this is because the human ear has the tendency to prefer louder sounds over 

softer ones even if they are exactly identical apart from scaling2. For a proper A/B comparison 

it is therefore essential to play both signal at the same loudness. 

2.5 Detectors 

So far we have only looked at the static compression characteristic. However, this only 

applies to steady-state signals. As already indicated before, the property that distinguishes a 

dynamic range controller, such as a compressor, from simple memory-less non-linear 

distortion is the fact that the change of gain is applied smoothly rather than instantaneously. 

Therefore, several smoothing detector filters can appear at various points in the compressor’s 

circuitry. 

                                                 

2 This property of the human hearing system has finally led to what is known as the “loudness war”. 
Since digital audio media do not have a standard for average levels, record labels compete with each 
other to create the loudest sounding record using large amounts of brickwall limiting. When in direct 
comparison with other tracks on the radio or on a digital music player, the louder track will probably 
sound superior to the average listener. However when compared at equal loudness, a heavily limited 
track often lacks clarity and punch because of the compression artefacts and the reduced dynamic 
range. 
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2.5.1 RC circuits and time constants 

Most analogue detector circuits are built around a capacitor which holds the detector’s output 

voltage. This capacitor is then charged and discharged through one or more resistors that – 

together with the capacitor – determine the detector’s response times. The most simple 

resistor capacitor (RC) circuit and therefore the main building block for the other designs is 

the first-order low-pass filter shown in Fig. 12. 

R

C

 

Fig. 12: First-order low-pass filter circuit 

When simulating this type of filter digitally to smooth a compressor’s gain reduction, we are 

not so much interested in the filter’s frequency response as in its time domain behaviour. We 

can easily calculate the time evolution of the voltage across the capacitor CV  in the analogue 

circuit using Kirchoff’s laws. 

 

RC
VV

dt
dV

dt
dV

CIVRIV

CinC

C
Cin

−
=

=+= with

 (9) 

We also know from analogue circuit analysis that the voltage across the capacitor decreases 

exponentially when being discharged through a resistor. 

 ( ) ( ) ( ) 0for0and0wexp >==⎟
⎠
⎞

⎜
⎝
⎛−= ttVVVith
RC
t

VtV inmaxCmaxC  (10) 

We can simulate the time domain behaviour of the first-order analogue low-pass filter in the 

digital domain with a one-pole filter. The recursive difference equation of the digital one-pole 

filter with coefficient α , input [ ]nx  and output [ ]ny  is: 

 [ ] [ ] ( ) [ ]11 −−+= nynxny αα  (11) 
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This can be implemented very efficiently using only one multiplication. 

 [ ] [ ] [ ] [ ]( )11 −−+−= nynxnyny α  (12) 

If we set [ ] maxVy =0  and [ ] 0=nx  for all 0>n , the output of the digital one-pole filter also 

decreases exponentially and evaluates as follows: 

 [ ] ( ) 0for1 >−= nVny n
max α  (13) 

We can now match the analogue and the digital response at sample rate sf  to obtain the filter 

coefficient α . 
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The time when the voltage has reached e1  of its original value is called the time constant τ . 

In the analogue circuit above, τ  is equal to the product of R  and C . 

 ⎟⎟
⎠

⎞
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⎝

⎛
−−=

τ
α

sf
1

exp1  (15) 

It should, however, be noted that the time constant displayed on a digital compressor’s user 

interface or on an analogue compressor’s front plate is often a multiple of the true electrical 

time constant. A popular scaling factor which is also used in [7] is 2.2. When considering 

charging a capacitor through a resistor instead of discharging it, the time constant τ  
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corresponds to the time it takes to reach e11 − ≈ 63 % of the final value. 2.2τ  on the other 

hand corresponds to the time it takes to go from 10 % to 90 % of the final value3. 

The transform we used here to convert from the analogue to the digital domain could be 

called the step invariant method since we explicitly matched the step response of the digital 

filter to the analogue one. It is related, but not identical to the impulse invariant method. As 

with impulse invariance, we will get aliasing in the frequency response of the digital filter if 

the analogue response is not properly band-limited. However since we use this method to 

obtain low-pass type filters only, this problem does not apply here. The big advantage over 

using other methods like the bilinear transform, is that we preserve the topology of the 

analogue filter with the capacitor’s voltage as the state variable (applying the bilinear 

transform to a one-pole analogue filter would result in a one-zero, one-pole digital filter, 

which would not directly model the state variable). We therefore will not experience any 

clicks and pops once we start varying the filter coefficients over time. 

2.5.2 RMS detector 

The RMS detector is useful when we are interested in a smoothed average of a signal. With a 

long enough smoothing time constant, the RMS detector’s output is more related to the 

perceived signal loudness than to peak values. We can find RMS detectors in some 

compressors at the beginning of the sidechain and before the log conversion. However, since 

its smoothing time constant limits the compressor’s minimum attack time, an RMS detector is 

more useful for slow, ‘levelling’ types of compressors. 

R

C

sqrtx²

 

Fig. 13: RMS detector circuit 

                                                 

3 When charging a capacitor through a resistor, the voltage across the capacitor calculates as: 

   ( ) ( )( ) ( ) ( ) ( ) τττ 2.21.09.0,lnexp1 ≈−⎟⎟
⎠

⎞
⎜⎜
⎝

⎛ −
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max

max
max VTVT

V
Vv
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The difference equation of the RMS detector with smoothing coefficient α  is: 

 [ ] [ ] ( ) [ ]11 22 −−+= nynxny αα  (16) 

In order to save one squaring operation, it makes sense to divide the RMS detector into two 

stages where an intermediate signal [ ]ny2  filters the squares of the input. The output is then 

the square root of the intermediate signal. 
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2.5.3 Peak detector 

It is quite self-evident that detector circuits closely relate to audio metering. If the RMS 

detector gives an output similar to that of a VU meter4, the peak detector circuit shown in 

Fig. 14 would relate more to the peak-programme meter with different time constants for 

attack and release. 
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Fig. 14: Peak detector circuit 

                                                 

4 It should be noted, however, that the VU meter does not measure RMS values directly. Instead it 
multiplies the average rectified value of the input signal by the sine wave’s form factor of 

)22(π ≈ 1.11 [9]. Therefore the VU meter’s output is only equal to the true RMS value for sine 
waves. Furthermore the averaging filter of the VU meter is slightly under-damped, resulting in an 
over-swing of the needle after transients. This is not the case, however, with a first-order RMS 
detector either. 
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The analysis is more complex for the analogue peak detector, because the diode brings a non-

linear element to the circuit. First we’ll set up the network equations using Kirchhoff’s laws. 
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Fig. 15: Annotated peak detector circuit 
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DV  is the voltage across the diode and determines the current flowing through the diode DI  

according to Shockley’s diode equation. 
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SI  and n  are the diode’s saturation current and emission coefficient parameters. TV  is the 

thermal voltage5. Because TD nVV >>  for real-world diodes, Shockley’s equation can be 

simplified a bit [8]. 
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5 The thermal voltage TV  is calculated from the electrical charge on the electron q ≈ 1.602 C, the 
Boltzmann constant k ≈ 1.38 JK-1 and the temperature T  given in Kelvin according to: 

qkTVT )(= . At room temperature (T = 300 K) the thermal voltage is about 0.26 mV. 
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Since DII =1  in this circuit, we can use an algebraic solver to find an expression for the time 

domain evolution of the capacitor’s voltage. This results in a complicated expression 

involving the Lambert W function6. 
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If we are not, however, required to simulate a particular type of diode, we can idealise it by 

assuming that it can supply infinite current once the voltage across the diode becomes positive 

and completely blocks when reverse biased. This significantly simplifies the calculation. 

 ( ) ( ) lim
0for0,maxexpW →−≈⎟

⎟
⎠

⎞
⎜
⎜
⎝

⎛
⎟
⎟
⎠

⎞
⎜
⎜
⎝

⎛
⎟⎟
⎠

⎞
⎜⎜
⎝

⎛ −
nVVnV

nV
VV

IRnV CinT
T

Cin
sAttT  (22) 

Now we can come up with a much simpler expression for the capacitor’s voltage. 
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It now becomes clear that the capacitor is charged through resistor AttR  according to a 

positive voltage across the diode but continually discharged though lRRe . Taking Attα  as the 

attack coefficient (calculated according to Eq. 15 from the attack time constant CRAttAtt ⋅=τ ) 

and Relα  as the release coefficient (calculated from the release time constant CR lRel ⋅= Reτ ), 

we can simulate the idealised analogue peak detector with: 

 [ ] [ ] [ ] [ ]( ) [ ]10,1max1 −−−−+−= nynynxnyny RelAtt αα  (24) 

                                                 

6 The Lambert W function is the inverse function of. ( ) ( )xxxy exp= , so ( )yx W= . 
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Although used in many analogue compressors, this circuit has a few problems. Since the 

capacitor is constantly discharged though the release resistor, the detected peak value can only 

reach )( RelAttRel τττ +  of the real peak value. 
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Fig. 16: Input (dashed) and output (solid) of the peak detector 

circuit for different release time constants 

This means that we will get a correct peak estimate when the release time constant is 

considerably longer than the attack time constant. Another side effect is, that the attack time 

also gets slightly scaled by the release time: we get a faster attack time than expected when 

we use a fast release time. Both problems are illustrated in Fig. 16. 
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2.5.4 Peak detector with dual release time constant 

In order to accomplish a program-dependent release behaviour (auto release), some analogue 

compressors use a combination of two release time constants in their peak detectors. One 

possible design is the one found in the famous SSL Stereo Bus Compressor [10] and related 

compressors. It uses two release networks stacked on top of each other as shown in Fig. 17. 

RAtt

RRel1

RRel2

C1

C2

 

Fig. 17: Peak detector with dual release time constant circuit 

A very similar design is also found in the much earlier Fairchild compressors [11] and similar 

tube compressors. In order to simulate the above circuit, we need to find the voltages across 

each of the two capacitors. The detector output is then the sum of both voltages. We begin 

again by setting up the network equations. 
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Fig. 18: Annotated peak detector with dual 

release time constant circuit 
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Solving the network for the change of voltage over time for the capacitors finally yields: 
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Using the same simplification as before for an ideal diode, we get: 
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This leads to a digital implementation with four coefficients: Att1α  calculated from 

1AttAtt1 CRτ = , Att2α  calculated from 2AttAtt2 CRτ = , Rel1α  calculated from 1Rel1Rel1 CRτ =  

and Rel2α  calculated from 2Rel2Rel2 CRτ = . 
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The values used in the SSL compressor range from 820 Ω to 270 kΩ for AttR  (depending on 

the selected attack time), 0.47 uF for 1C , 91 kΩ for Rel1R , 6.8 uF for 2C  and 750 kΩ for 
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Rel2R . Fig. 19 shows the response of the dual release peak detector with a medium attack 

resistor of 82 kΩ to an input signal with two different pulse widths. 

t

V

15s5s0.5s 8s  

Fig. 19: Input (dashed) and output (solid) of the peak 

detector with dual release time constant 

Because the capacity of 1C  is significantly smaller than that of 2C , 1C  is charged much more 

quickly. After a short input pulse, the output voltage is therefore dominated by 1C . A big part 

of the release envelope therefore follows the much faster release time constant Rel1τ . The 

release only slows down once 1C  is completely discharged and the output voltage is formed 

by 2C  and the slower release time constant Rel2τ  instead. 

Once the input pulse is a longer one, 2C  is given more time to charge. The influence of 1C  

and the faster release time constant 1Relτ  therefore becomes less and less. Only a very small 

part of the release envelope now follows the fast time constant since 1C  is discharged very 

quickly. The majority of the release is controlled by 2C . 

When used in a compressor, the peak detector with dual time constant automatically increases 

the release time once the compression continues for a longer time period. This gives us the 

desirable property of a shorter release times after compressing transients and a longer release 

time for steady state compression. 

However, this type of peak detector suffers from the same level problems as the default one 

discussed in section 2.5.3. Once the attack time gets longer, the detector does not reach the 

full peak value anymore. 
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2.5.5 Decoupled peak detector 

The circuit shown in Fig. 20 also represents a peak detector. However, the sub-circuits for 

attack and release have been completely decoupled. 
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Fig. 20: Decoupled peak detector circuit 

The input signal is first fed through a peak detector with instantaneous attack (there is no 

attack resistor) and a release time constant RelRelRel CR=τ . The result is a maximally fast peak 

estimation which is then buffered and smoothed by a first-order low-pass filter with time 

constant AttAttAtt CR=τ . The big advantage of this set-up is that the detector does not suffer 

from the level differences caused by different time constants exhibited by the standard peak 

detector circuit. 

Fig. 19 shows the same three release time constants as Fig. 16, however this time for the 

decoupled peak detector. As can be seen, all three envelopes reach the maximum peak value 

and also feature exactly the same attack trajectory. 
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Fig. 21: Input (dashed) and output (solid) of the decoupled 

peak detector circuit for different release time constants 
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We must be aware, however, that the attack envelope is now also impressed upon the release 

envelope. Therefore the attack time must always be added to the release time, which can also 

be seen as an advantage: this design guarantees that the release time can never be shorter than 

the attack time. 

Using the derivations above, a digital implementation of the decoupled peak detector is 

straightforward. lReα  is again the coefficient calculated from time constant Relτ , while Attα  is 

calculated from Attτ . 
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2.5.6 Peak detector modifications 

As discussed before, a major weakness of the standard analogue peak detector is that it does 

not detect the correct maximum levels if the release time constant is not significantly bigger 

than the attack time constant. We can fix this problem by using a more sophisticated design 

such as the decoupled peak detector presented in the previous section. However, these 

advanced circuits give slightly different envelope trajectories. 

In a solely digital system on the other hand, we can make a slight modification to the standard 

peak detector. Adding a simple branch to the difference equation (Eq. 24) efficiently fixes the 

level problem. 
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The branch ensures that the state variable is only discharged during the release and not during 

attack phase. Fig. 22 shows the same curves as Fig. 16, but this time for the level-corrected 

peak detector according to Eq. 30. 
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Fig. 22: Input (dashed) and output for the level-corrected 

peak detector and different release time constants 

Another property shared by all the analogue designs has not been discussed yet. They only 

make use of the full release time if the input returns back to zero after a peak. However, when 

the signal settles on an intermediate plateau instead, the release envelope will simply stop at 

this point and the system’s release time is much shorter than we would expect – the sudden 

stop creates a discontinuity in the envelope output. We can make another modification to the 

standard peak detector in order to ensure that it will always make use of the full release time. 
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As we can easily see, the modified peak detector now simply switches coefficients between 

the attack and the release phase. 
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Fig. 23 compares the envelope of the level-corrected peak detector according to Eq. 30 and 

the new continuous level-corrected peak detector according to Eq. 31 for a stepped input that 

does not return to zero. The discontinuity can clearly be seen in the left plot, while the release 

envelope is smooth and continuous on the right. 
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Fig. 23: Inputs (dashed) and outputs for the level-corrected peak detector (left) 

and the continuous level-corrected peak detector (right) 

Of course the same modification can also be applied to the release section of the decoupled 

peak detector if a continuous release envelope is desired. 

2.5.7 Detector placement 

Another compressor design choice concerns the actual placement of the detector circuit. Some 

scientific papers such as [6] suggest placing the detector within the linear domain in front of 

the gain computer (that is, right before the log converter). However, the detector circuit then 

works on the full dynamic range of the input signal, while the gain computer only starts to 

operate once the signal exceeds the threshold (the control voltage will be zero for a signal 

below the threshold). The result is that we again experience a discontinuity in the release 

envelope when the input signal falls below the threshold. It also generates a lag in the attack 

trajectory since the detector needs some time to charge up to the threshold level even if the 

input signal attacks instantaneously. 

Since the release envelope discharges exponentially towards zero in the linear domain, this is 

equivalent to a linear discharge in the log (or decibel) domain. The release rate in terms of 

decibels per time is constant. Although this may seem like a nice property from the scientific 

perspective, it also means that the release time will be longer for heavier and shorter for 

lighter compression. Unfortunately, however, this does not seem to be what the ear perceives 
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as a smooth release trajectory and the return-to-zero detector in the linear domain is therefore 

mostly used by compressors that specialise in “effect” compression, where artefacts are 

generated on purpose (compare [12]). 

If we want a smooth release trajectory (for a less noticeable type of compression), we need to 

get rid of the envelope discontinuity. There are basically two strategies to achieve this: 

1. We can leave the detector in the linear domain but bias it at the threshold level – i.e. 

subtract the threshold from the signal before it enters the detector and add the 

threshold back in again after the signal has left it. This effectively turns the return-to-

zero detector into a return-to-threshold type, and the envelope will smoothly fade out 

once the signal falls below the threshold. This solution, however, becomes a bit 

problematic once we start using a soft knee characteristic. Since the threshold 

becomes a smooth transition instead of a hard boundary, we do not have a fixed value 

to bias the detector with. 

2. We can place the detector within the log domain and after the gain computer instead. 

Now, the detector directly smoothes the control voltage instead of the input signal. 

Since the control voltage automatically returns back to zero when the compressor does 

not attenuate, we do not depend on a fixed threshold and a smooth release envelope is 

guaranteed. The trajectory now behaves exponentially in the decibel domain, which 

means that the release time is independent of the actual amount of compression. 

Coincidently, this type of behaviour seems to feel much smoother to the ear. It is 

therefore used in most compressors that want to achieve smooth and subtle (i.e. 

artefact-free) compression characteristic for use with complicated signals (such as 

programme material) [10] [12]. 
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Fig. 24 compares the three different detector options in terms of the linear gain envelope they 

produce. The attack lag and the release discontinuity of the linear domain return-to-zero 

detector can be clearly seen. The curves generated by the linear domain return-to-threshold 

and the log domain detector look somewhat similar. However, the former features a faster 

attack and a slower release behaviour than the latter. 

t

1

0

Gain

 

Fig. 24: Compressor envelope trajectories (shown in the linear domain) 

for the linear domain return-to-zero detector (dashed), the linear domain 

return-to-threshold detector (dotted) and the log domain detector (solid)
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CHAPTER 3: DESIGN AND IMPLEMENTATION 

Now that the different design possibilities have been laid out and the corresponding 

mathematical models have been derived, we can begin designing the automatic compressor. 

However, before concentrating on the actual automation methods, we have to choose a 

specific compressor layout to work with. 

3.1 General compressor configuration 

The first design choice concerns the compressor’s general topology. However, since 

performing accurate calculation over a high dynamic range is not really a problem in a digital 

system, there would be no point in using the feed-back topology. A feed-forward compressor 

on the other hand is much more stable and predictable. 

Since we want the compressor to perform well on a wide range of signals, the envelope 

should be as smooth as possible in order to already minimize the introduction of potential 

artefacts in the compressor implementation itself. In terms of the detector circuit, we therefore 

prefer the decoupled peak detector. As discussed before, the decoupled design guarantees that 

the release time can not be shorter than the attack time. This property is quite useful when 

both attack and release are heavily automated. 

Due to the special nature of the decoupled detector, however, we also need to consider the 

corresponding attack time constant whenever looking at the release. We can, however, give a 

good estimate of what the resulting release time would be in a detector with independent time 

constants by simply adding the respective attack time constant to the release time constant. 

Fig. 25 shows that this technique is able to match the trajectories quite well. 
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Fig. 25: Input (dashed) and outputs of the decoupled peak 

detector (solid) and a standard digital peak detector (dotted) 

with the attack time constant added to the release time constant 

The version of the decoupled peak detector we use in the implementation is the modified form 

for a smooth release trajectory (see section 2.5.6). The detector is placed in the log domain 

after the gain computer, since this generates a smooth envelope, has no attack lag, and we can 

easily use a variable soft knee. 

3.2 Design goals 

When designing the automated compressor, we must have several design goals in mind. The 

automation methods for the compressor parameters should follow these three goals wherever 

possible: 

1. Real-time compatibility: we want the compressor to be useable in live situations. It 

therefore must be suitable for real-time implementation and not introduce any 

considerable latency (i.e. require a big look-ahead). 

2. Level-independence: the compressor’s operation should be independent of overall 

scaling as long as the threshold is adjusted accordingly to compensate. This allows the 

compressor to work identically under different headroom conditions. 

3. Manual override: The automatic compressor must be a full featured standard 

compressor underneath. This way the user can always return to manual operation if he 

needs to achieve something the automation cannot provide. 
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3.3 Auto release 

The problems and artefacts associated with the compressor's release time constant have 

already been introduced in section 1.1. If the release time is too long, we will experience 

perceivable dropouts after short transients. Fig. 26 shows an example: a short high-amplitude 

pulse of 50 ms length is followed by a longer steady-state signal (left). The signal has then 

been passed through a limiting compressor (right, threshold at 0.1, ratio ∞:1) with 

instantaneous attack and a long release time constant (500 ms). 
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Fig. 26: Dropout after transient caused by a compressor with slow release 

Too short a release time, on the other hand, will cause distortion during steady-state signals 

because of excessive gain modulation. Fig. 27 shows a very low frequency sine wave (50 Hz) 

put through a fast compressor (with attack and release time constants of 1 ms). The 

compressor now works on the individual cycles of the sinusoid and the distortion is clearly 

visible. 
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Fig. 27: Distortion caused by a fast compressor on  a low frequency sine wave 
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To minimise artefacts, a suitable auto-release mechanism would therefore choose a relatively 

short release time if the current input signal contains a considerable share of transients and a 

relatively long release time if it is more of a steady state type of signal. Although this task is 

also achieved by the analogue peak detector with dual release time constant discussed in 

background section 2.5.4, we will propose a more sophisticated method here, that gives 

greater control and flexibility. 

3.3.1 The crest factor as a short term signal measure 

A useful measure for determining the nature of a signal is the crest factor. It is defined as the 

ratio of peak to RMS. While the crest factor of a steady state signal is fairly low (a square 

wave has a crest factor of 1 = 0 dB, a sine wave has 2 ≈ 3 dB), it gets much bigger once the 

signal contains transients. This is because transients show a high peak value, but due to their 

short duration in time they do not contain enough energy to give a significant RMS reading. 

Now the idea is to base the choice of the release time on a short-term crest factor 

measurement of the input signal. We first choose a maximum release time constant and then 

divide that time constant by the measured crest factor. This significantly shortens the release 

time once the crest factor is high (i.e. once the signal contains quite a few transients). 

A similar approach to auto-release has already been suggested in [13], using an RMS 

measurement to scale the release time constant instead of the crest factor. The RMS 

measurement, however, is always an absolute one and dependent on overall signal scaling, 

while the crest factor is scaling-independent (it explicitly considers the RMS measurement in 

direct relation to the peak value). This property guarantees that the auto-release mechanism 

suggested here always yields the same results, regardless of overall signal scaling and is 

therefore compatible with the design goal of level-independence. 
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3.3.2 Measuring the short-term crest factor 

In order to measure the short-term crest factor of a signal, we can combine a peak detector 

and an averaging RMS detector as shown in Fig. 28. 
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Fig. 28: Crest factor detector block diagram 

The RMS detector at the bottom is the standard type already discussed in the background 

section. The peak detector above has instantaneous attack and is modified for a smooth 

release trajectory. Just as the low-pass filter within the RMS detector, it receives the square of 

the input signal and the square root is taken after filtering. If we now choose the peak 

detector's release time constant and the RMS detector's averaging time constant to be identical 

with a value of τ , we can guarantee that the release envelope of both detectors is exactly the 

same and that the peak detectors output cannot be smaller than the detected RMS output. The 

crest factor is then found by calculating the ratio of both detectors. 

A discrete time implementation with averaging coefficient α  calculated from the averaging 

time constant τ  leads to: 
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The shared time constant of the two detectors determines the integration time of the crest 

factor measurement. It should not be chosen too short, because the RMS output would closely 

follow the peaks and not be an average anymore. If it is too long on the other hand, the 

measurement would not really be short-term anymore and we would fail to react to quick 

changes in the input signal. 



 41

Fig. 29 shows the short term crest factor measurement for a 50 Hz sine wave multiplied by a 

stepped envelope function. The first graph shows the input signal together with the Peak and 

RMS measures. The crest factor integration time constant in this example was chosen to be 

50 ms. The bottom graph shows the crest factor in decibels: the reading settles for the correct 

value of 3 dB during steady state. When there is a sudden positive change in the gain 

envelope, the crest factor reading goes up considerably as expected. 
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Fig. 29: Crest factor measurement using the crest factor detector 

3.3.3 Choosing the parameters 

The auto release implementation we have chose requires us to specify two parameters: the 

maximum release time constant and the crest factor averaging time constant. Since its purpose 

is to prohibit distortion during steady state signals, we should set the maximum release time 
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constant to a value where modulation distortion is effectively prevented, but no longer than 

necessary. Distortion is easiest to perceive with low frequency sine waves, since we can 

watch out for harmonics. 

However, although the compressor's release behaviour is now quite optimal during steady 

state, we found that regardless of the crest factor measurement's averaging time constant, we 

could not reach a short enough release time constant after transients. The dropouts remained 

and the compressor was obviously ‘pumping.’ Thus the effect of a high crest factor on the 

release time constant needed to be more extreme. For this reason we decided to divide the 

release time constant by the square of the crest factor instead, and this proved much more 

effective. Additionally this also has the advantage that we can save the expensive square root 

operation during the crest factor calculation. 

The square of a crest factor for a pure sine wave is 2 ≈ 6 dB. This means that after division we 

will only get half the maximum release time constant for sinusoidal input signals. In order to 

reach the desired release time, we therefore need to double the intended maximum sine 

release time. To compensate for the influence of the attack envelope on the release trajectory 

in the decoupled peak detector, we have to subtract the attack time constant (compare 

section 3.1). 
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This leaves us with selecting a suitable value for the averaging time constant of the crest 

factor detector. Its effect is the following: if the averaging time constant is short, the RMS 

detector will be able to catch up with the peak detector fairly quickly. This means that the 

compressor will favour longer release times overall. If, on the other hand, the averaging time 

constant is long, the RMS detector will be fully on only after a considerable amount of time in 

steady state, thus making the compressor choose shorter release time constants most of the 

time. Or put differently: the averaging time constant determines how quickly the compressor 

will go from instantaneous release to maximum release time after a steady state signal is 

applied. 

We can fine-tune the averaging time constant by listening to the compression artefacts when 

working on a wide range of signals. A shorter averaging time constant favours longer release 
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time constants and therefore more pumping. A longer averaging time constant favours shorter 

release time constants and therefore more distortion. 

Fig. 30 shows the resulting linear gain when the auto release mechanism is finally applied to a 

rectangular signal with three different pulse widths (5 ms, 50 ms and 500 ms). The longer the 

pulse, the smaller the output of our crest factor measurement (since the RMS detector is given 

more time to charge). As we can see, the release time significantly decreases for shorter 

pulses – just as we would expect it. 
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Fig. 30: Input (dashed) and resulting gain (solid) 

for different pulse widths and auto release 

3.4 Auto attack 

Conceptually our method for auto attack is strongly related to the one for release discussed in 

the previous section. But let us first have another look at the artefacts that can be caused by 

the attack time. If the attack time is too long, the compressor cannot catch hard transients 

anymore – they will pass through and generate a considerable amount of overshoot. In this 

case the compressor would not be effective anymore. If the attack time is too short on the 

other hand, we are very likely to cause distortion again, but a fast attack can also destroy the 

perceived clarity on signals with softer onsets. 

The optimal attack time again seems to depend on the transience of a signal. The compressor 

should choose a fast attack time for hard transients (in order to effectively catch them) and a 
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longer one for a more steady-state type of signals (in order to avoid distortion and loss of 

clarity).  

These specifications are exactly the same as we had for the auto-release and we can therefore 

use exactly the same mechanism. We first specify a maximum attack time for steady state sine 

waves and then divide by the square of the crest factor. 
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The maximum attack time can be chosen so that no distortion is perceived on a low frequency 

signal with soft onsets. The crest factor time constant then again determines how quickly the 

compressor will reduce the attack time and it should be tuned so that the resulting attack time 

for hard transients is short enough to effectively catch them. 

If it is possible to share the same crest factor time constant between the auto attack and the 

auto release mechanisms, we can combine the two crest factor detectors into a single one, 

which will make implementation more efficient. 

3.5 Auto make-up gain 

The goal for an automatic make-up gain is a fairly simple one: what we want to achieve is that 

the perceived volume of the output signal is the same as that of the input signal. This allows 

easy and accurate comparisons between the compressed and the uncompressed versions of the 

signal (see section 2.4). The amount of required make-up gain is obviously related to the 

amount of gain reduction the compressor applies to the signal: the more average gain 

reduction, the more makeup-gain is required to compensate. 

It should be noted that there have already been occurrences of an auto make-up gain control in 

some digital compressors before, but all implementations known to the author are static 

compensations where the compressor would simply make-up for an estimate of the average 

gain reduction. These estimates have probably been derived empirically for typical mixing 

situations and usually only depend on the threshold and ratio parameters. An example for a 

feed-forward compressor that seems to work quite well on typical signals is shown in Eq. 35. 
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Unfortunately there is no way to derive the true average amount of gain reduction from the 

static compression characteristic alone, since it is also influenced by the time constants and –

ultimately – by the input signal itself (e.g. note that if the input constantly stays below the 

threshold, there is no gain reduction at all). 

The method we propose here, however, is an adaptive one. Because of the logarithmic nature 

of the sidechain, we can easily extract the decibel-encoded amount of instantaneous gain 

reduction at any time, since it is identical to the compressor’s control voltage (disregarding 

scaling). That said, the average gain reduction can simply be found as the DC component of 

the control voltage. Simply removing the DC will compensate for the average gain reduction 

and make it equal to 0 dB. This ensures that the compressor boosts and attenuates in equal 

amounts. 

Removing DC can be achieved by averaging the control voltage with a low-pass filter and 

then subtracting the filter output from the instantaneous control voltage before applying it to 

the VCA. This is shown in Fig. 31. 
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Fig. 31: Static feed-forward compressor with auto make-up gain 
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This method again leaves us with an averaging time constant to choose. The major constraint 

here is that the time constant should not be too short, because that would make the auto make-

up gain to follow the compressor’s gain reduction too quickly and thus cancel out the 

compressor's action (we would not get the expected compression anymore). We therefore 

need to make sure that the averaging time constant is significantly longer than the 

compressor’s maximum release time. A very long time constant on the other hand would 
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require a long time until the automatic make-up gain reaches its intended value. We can, 

however, improve this process by using a technique that we will describe next. 

3.5.1 Biasing the averaging filter 

The empirical estimation of the average gain reduction used by other compressors and 

discussed above can also be useful for the adaptive make-up gain. Once derived from the 

static compression characteristic according to the current threshold and ratio, we can use the 

control voltage estimate Estcv  to bias the averaging filter with by subtracting the estimate 

before filtering and adding it back in afterwards. This ‘hot-starts’ the averaging filter at a 

value that is probably quite close to its long term destination and can therefore significantly 

reduce the ‘gap it has to bridge’. 
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Biasing the averaging filter also has another advantage: since the estimate is explicitly 

dependent on the static characteristic defined by threshold and ratio, the value that the filter 

itself sees is much less dependent on those parameters, since it only represents an offset. In 

typical situations the auto make-up gain therefore needs much less time to adapt after the 

static compression characteristic has been changed. 

The advantage might become much more clear when looking at an example: let us assume the 

compressor has been operating with an average gain reduction of 30 dB for a long time. The 

unbiased averaging filter’s output would therefore show −30 dB, resulting in 30 dB of make-

up gain. The user now suddenly changes the threshold so that the new average gain reduction 

is only 10 dB. Because the averaging filter is a very slow one, its output will still be at about 

−30 dB, resulting in 20 dB too much make-up gain, which then slowly decreases to the proper 

value. A situation like this should of course be avoided, since it will be a very annoying 

experience for the user. With proper biasing on the other hand, we might have guessed that 

the average gain reduction with the original threshold is somewhere around 25 dB and maybe 

8 dB after the threshold change. Since the biased averaging filter only stores the difference 

between the estimation and the actual value, it will have converged to 5 dB before the 

threshold change and has to adapt to 2 dB afterwards. Now the automatic make-up gain is 
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only off by 3 dB right after the change instead of 20 dB before. This should be much easier to 

tolerate for the user. 

A slight problem with using an estimation is that it breaks the design goal of level 

independence, since in order to make an estimation, we explicitly need to make assumptions 

on typical signal levels. However, since the adaption mechanism is still active, this strategy 

does not absolutely violate the objective. 

3.5.2 Dealing with clipping 

What we must be aware of is, that by using make-up gain, the compressor will not only 

attenuate, but also boost some of the time. If the input signal is already normalised to digital 

maximum (0 dBFS), clipping will occur. While it is generally not a good idea to run signals 

that ‘hot’ in digital mixers, we should still implement methods to prevent the compressor 

from clipping while in automatic make-up gain mode. 

Since we know the current control voltage and the amplitude of the current input sample in , 

we can easily check if clipping will occur after make-up gain. If clipping is detected, we can 

instantaneously decrease the biased average control voltage [ ]ncvAvg  before calculating the 

final control voltage after make-up gain [ ]ncv upMake− . This is the basically the same as having 

a fast limiter after the compressor, to catch any overshoot with instantaneous attack and slow 

release (due to the long time constant of the averaging filter). 

 [ ] [ ] [ ] [ ]( ) 0logiflog >+−+−+← EstAvgEstAvg cvncvncvincvncvinncv  (38) 

Although this method introduces a degradation of sound quality due the instantaneous attack 

involved, it might still be better than having the clipping distortion. If, on the other hand, the 

user is experienced enough to carefully watch his levels, the clipping prevention will never be 

triggered at all, and thus not introduce any degradation. 

3.6 Auto knee 

Designing an automation method for the compressor's knee (defined by the knee width in the 

log domain and the ratio) is not as straightforward as the other parameters. This is principally 

because the choice of the knee is even more dependent on the user's intention than any of the 

other parameters. 
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The method we propose here is based on the idea that a very soft knee can also be seen as a 

kind of automatic ratio. The instantaneous slope of the logarithmic gain computer output can 

be calculated by differentiation of the gain computer equation (see sections 2.2.3 and 2.2.4). 

 ( ) ( ) slopethrxxlopeInst logtsoftrecs −′=  (39) 

The derivative of the soft rectifier is: 
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The relation between the slope variable and the compression ratio is defined differently for 

feed-back and feed-forward compressors as shown in Eqs. 3 and 4. 

For a specified ratio of ∞:1, a signal is perfectly limited once the detected level exceeds 

2loglog widththr + . Below that level the ratio reduces, reaching 2:1 at exactly the 

threshold point and decreasing down to 1:1 (no compression at all) at 2loglog widththr − . 

By leaving the ratio at infinity, we can therefore access the whole range of compression – 

from hard limiting to very soft compression – by simply tuning the knee width. 
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Fig. 32 shows a few compression characteristics with a ratio of ∞:1 and increasing knee width. 
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Fig. 32: Static compression characteristic with various knee widths 

This concept of using a soft knee as an automatic ratio has been used before – in both 

analogue and digital compressors (for example in [14]). However, to the author’s knowledge 

all of those compressors only feature a static knee width. 

3.6.1 Automating the knee width 

For our auto knee mechanism we will again use an adaptive approach. Since the ratio is 

already taken care of, the problem is reduced to designing a strategy for automating the knee 

width. The method we propose here is based on the following assumption: if gain reduction is 

only applied sparsely and for short periods of time and therefore the average gain reduction is 

low, the compressor is only trimming off a few peaks from the signal. In this case we might 

want the compressor to behave like a hard limiter for maximum efficiency. If the gain 

reduction is more extreme and quite constant on the other hand and the average gain reduction 

is high, deep compression is being applied to the signal. In this case we might want to use a 

very soft characteristic in order to make the  compression less obvious. Notice, however, that 

under this strategy short peaks exceeding the threshold by a big distance will still be 

efficiently limited with a ratio of ∞:1. 
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In order to achieve this, we can simply scale the logarithmic knee width with an average of 

the control voltage, since the control voltage is the logarithmic gain reduction: 

 ( )[ ] [ ]ncvmnwidth Avg=log  (41) 

where m  is simply a constant scale factor. The average control voltage can be reused from 

the auto make-up gain mechanism for efficiency. The long averaging time constant employed 

there is also helpful here, since it prevents the knee width from varying too quickly. 

3.7 Plug-in implementation 

Most of the compressor building blocks discussed in the background section were initially 

implemented as Matlab functions. This allowed testing of the individual components and to 

generate the various plots seen in the background section. 

However, to evaluate the automation methods on real music signals, we decided that a real-

time audio plug-in implementation would be much more suitable, since that allows testing the 

compressor under real-world mixing conditions. We chose Steinberg’s VST 2.4 interface, 

because – in contrast to other formats like Audio Unit, RTAS, LADSPA or the more recent 

VST 3 – it is widely supported by many different DAWs across both the Microsoft Windows 

and Mac OS-X platforms. Usually adapters are available for the very few hosts that do not 

support the interface natively (like Digidesign ProTools and Apple Logic). Furthermore the 

VST interface itself is platform-agnostic since it does not require any system-specific libraries. 

The same code can simply be compiled on Windows and Mac without any modifications. 

VST 2 defines a C interface with base classes written in C++. Implementing a VST plug-in 

simply requires that the code inherits from those base classes and overrides a set of functions 

to implement the desired functionality. A custom graphical user interface (GUI) can easily be 

created using the VSTGUI framework that comes with the VST SDK7. VSTGUI supplies the 

required widgets for labels, text fields, knobs, sliders, meters, etc. 

Fig. 33 shows the final VST plug-in implementation of the automatic compressor. All of the 

compressor parameters (except for threshold) have a small ‘auto’ button next to them, which 

engages the automation for the respective parameter. This allows overriding all the 

                                                 

7 http://www.steinberg.net/en/company/3rd_party_developer.html  
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automation methods as required in the design goals (see section 3.2). After instantiation, the 

plug-in is launched with all the automation enabled. The user therefore only needs to set the 

desired threshold value in order to compress the incoming audio. In its default state, we 

therefore have a one-knob compressor. If further refinement is desired, the user can disengage 

the automation methods and set the respective parameters manually. A gain reduction meter 

reflects the amount of gain reduction before the make-up gain is added, so that the user also 

has visual feedback on how much compression is being applied. 

 

Fig. 33: The VST implementation 

Additional to the controls shown on the GUI, the plug-in also has a set of hidden parameters 

that can be accessed through the host’s automation mechanism or a generic control interface. 

Those hidden controls allow fine-tuning of the meta-parameters for the individual automation 

methods and allow setting the crest factor time constant, the maximum attack and release time 

constants, the auto make-up gain averaging time constant, the knee width scale factor and 

turning the clipping prevention for the auto make-up gain on and off. These hidden 

parameters were originally used for development purposes and have remained to facilitate 

experimentation. 

3.7.1 Final parameter tuning 

We still have to define the actual meta parameters for our automation methods. 
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In order to determine the maximum release time constant, we set the compressor's attack time 

to minimum, applied a 50 Hz sine wave at full scale to the input and compressed it really hard 

(ratio ∞:1, threshold -20 dBFS). We then lengthened the release time constant until harmonics 

were sufficiently dampened. This turned out to be with a release time constant of 

approximately 1 second. The crest factor time constant has then been fine-tuned by ear until 

we though it would give reasonable release times on a number of signals. In the end we went 

with 200 ms. 

The crest factor detector is shared between the attack and release stages and the maximum 

attack time has been set to 80 ms – that way the compressor would give fast enough attack to 

catch hard transients. 

The time constant for the auto make-up gain is 2 seconds – this is twice as long as the 

maximum release time constant in order to keep the make-up gain from interfering with the 

release envelope. 

The scale factor that translates to average gain reduction to the knee width for auto knee has 

been set to 2.5. 
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CHAPTER 4: RESULTS AND DISCUSSION 

In order to evaluate the automation methods proposed in this report, we set up a small 

listening test with two groups of people. The first group consisted of nine professionals 

(mixing and mastering engineers with some years of practical experience), the second one of 

seven amateurs (students, audio researchers/developers and hobby musicians, all to some 

extend experienced with dynamic range compression). 

Unlike most subjective evaluation done in the audio field, we were not so much interested in 

qualitative results (e.g. how good the compressor sounds in comparison to other ones), but 

rather wanted to collect some quantitative data on how human operators would set up our 

compressor manually. This allows us to effectively compare the automation results to human 

preferences. 

Therefore, we did not do comparative tests with pre-processed samples, but rather send out 

the VST plug-in along with a few short audio tracks and test instructions. The testers were 

then asked to tune individual parameters to what they think sounds good while keeping the 

others fixed at predefined settings. 

The audio samples we provided to the testers consisted of four short, but loop-able 

instrumental parts: an electric bass played in the ‘slap’ style, an acoustic guitar, a very soft 

vocal, and a drum bus recording. These test signals should cover quite a variety of transience 

and ‘density’. 

4.1 Addressing possible issues 

Due to the ‘unorthodox’ nature of our listening test, we have to be aware of a number of 

possible issues and peculiarities before we discuss the results it generated. 

1. The data set (i.e. the number of testers) is a very small one and hardly representative. 

Any outsiders generate way too much impact on the overall statistics. We therefore 

cannot draw any final conclusions from the test results. All they can do is give us 

some directions. 

2. The data set of the professionals is slightly bigger than that of the amateurs. 

Additionally we would assume that the professionals generate results that are more 
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trustworthy, because of their greater experience with dynamic range compression. So 

where the results for both groups differ, we should probably go with the professionals. 

3. The number of test signals is very limited and – although chosen to be quite diverse – 

not representative. Even if the automation is found to work well on these signals, this 

cannot be generalised. 

4. The test deals with compression of individual tracks outside the context of an actual 

mix. This makes it hard for the testers to decide on what they actually want the 

compressor to do – they might not even want to use a compressor at all on the 

particular track. 

5. Since we have several parameters that we want to evaluate independently, we have to 

predefine the remaining ones when concentrating on a single parameter. These 

predefined settings, however, might not be what the tester would use in that particular 

situation which then might also influence the choice of the parameter under test. 

6. Most of the tests were done by the testers alone, on their own systems and in their own 

listening environment. We therefore could not supervise how the testers got their 

results and cannot guarantee their validity. Although the instructions provided tried to 

be very clear and explicit, it is not impossible that mistakes might have been made 

during the experiments (e.g. feeding different levels than intended into the compressor 

or setting up the predefined parameters incorrectly). 

7. While the settings chosen by the human testers are static, the compressor behaves in 

an adaptive way. That means it is permanently changing its parameters and we 

therefore do not have a fixed value for comparison. In order to still perform a static 

comparison, we can only choose a value that generates a high phase cancellation with 

the automatic behaviour and gives a very similar impression. 

8. Due to the special type of detector circuit we use in the compressor, attack and release 

times are not independent. Whenever comparing two release times, we need to add the 

respective attack time constants to the equation. 
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4.2 Evaluating auto attack and release 

The first experiment asked the user to set the attack and release times for each of the samples. 

To guarantee identical conditions for all testers, we predefined the other parameters: 

threshold (-30 dB), ratio (∞:1) and knee width (0 dB). These settings were chosen to generate 

obvious amounts of compression with all four test signals, so that any compression artefacts 

would easily be spotted by the listener. We then asked the testers minimise those artefacts by 

setting attack and release. 

4.2.1 Evaluating auto attack 

Fig. 34 shows the test results as a series of box plots. The box in the middle of each column 

indicates the interquartile range – the region between the lower quartile (25th percentile) and 

the upper quartile (75th percentile). The thick horizontal line within the box is the median of 

the data set (50th percentile) while the vertical line originating underneath the box shows the 

sample range (with the minimum and the maximum sample values located at its ends). The 

approximate value chosen by the automation method is indicated by a thick black dot. 

In this particular diagram, we have clipped the value axis at 35 ms, because individual 

professionals sometimes chose the maximum attack time of 200 ms, which does not, however, 

correspond very well to the respective median and interquartile range. Clipping the axis helps 

to still distinguish between the lower values in the plot. 
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Fig. 34: Box plots for the attack experiment (results in ms) with 

median value (dash) and the automatic choice (dot) 

The small interquartile ranges for bass sample show that most of the testers agree that it 

requires a very fast attack time in order to prevent the initial transient of each note from 

slipping through. The time constant chosen by the automation (approx. 3 ms) is a bit longer 

than what most of the professionals would set it to (median of 0.49 ms) and a bit shorter to 

what most of the amateurs would choose (median of 3.425 ms), but still quite close to both of 

them. 

For the drums sample on the other hand – which is quite similar to the bass in terms of 

richness in transients –the high interquartile range reveals the choices of the professionals are 

highly diverse. If we concentrate at the median time constant, it is much longer this time 

(19 ms), which indicates that it might be desirable to preserve the initial transient of each 

drum hit this time. However, the crest factor of the drums sample is apparently not that much 

lower than that of the bass and therefore the automation chooses a faster time constant of 

approx. 5 ms. Although this choice is still within the interquartile range (and actually quite 

close to the median of the amateurs’ choices), the automatic method is likely acting too 

aggressive here. 
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Looking at the guitar sample, the value chosen by the automation is bigger than the respective 

median this time. However, considering that the interquartile range is quite big again for both 

test groups, it does not seem to be too far off. 

Things become very interesting with the vocal sample. Due to its lack of transients, the 

automatic compressor chooses quite a slow attack time of approx. 25 ms in order to prevent it 

from being distorted. Although the interquartile range for the professionals is quite a high one 

(and some professionals chose a much longer attack time), the median for both professionals 

and amateurs suggests an attack time of approx. 6 ms only. 

4.2.2 Evaluating auto release 

As discussed before, we are comparing the values for the release time constant with the attack 

time constant added in to account for its influence on the release trajectory. 

In Fig. 35 we again decided to clip the value axis before the maximum values to improve 

readability. 
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Fig. 35: Box plots for the release experiment (results in dB) with 

median value (dash) and the automatic choice (dot) 

As with the attack before, the testers agree quite closely on what they want the release time 

constant to be on the bass sample. To avoid a drop-out after the very hard initial transient, 



 58

most of them set the release time to a very fast value (median of 26 ms for the professionals). 

The automatic release chooses a value of approx. 30 ms and is very close. 

Looking at the drum sample, we are very close to the median here as well – although the 

interquartile range is much bigger this time. 

For the guitar, the auto release is at the lower end of the interquartile range and a when 

looking at the professionals’ results – it works much more like what the amateurs would have 

chosen. 

Considering the vocal sample, the auto release is considerably too slow again. The median for 

both amateurs and professionals suggests a much faster release time constant (of 100 to 

150 ms as opposed to approx 300 ms chosen by the automatic mechanism). 

4.3 Evaluating auto knee 

The main purpose of testing the auto knee mechanism is to check whether the assumption we 

made (heavy compression should generally benefit from a softer knee, see section 3.6) holds 

true under real-world conditions. We concentrated on the two more percussive signals, drums 

and slap bass this time, since the influence of the knee is much easier to hear with them. We 

predefined the ratio (∞:1), attack (0.5 ms) and release (100 ms) time constants and asked the 

testers to choose a knee width for three different thresholds (−18 dB, −25 dB, −40 dB). This 

allows us to look at the knee width as a function of the amount of compression. 
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Fig. 36: Box plots for the knee width experiment (drums sample, results in dB) with 

median value (dash) and the automatic choice (dot) 

Concentrating on the drum sample first, the results indeed seem to suggest that the testers 

prefer a softer knee for heavier compression (which is caused by the lower threshold). The 

trend is more clearly seen in the professional results than in the amateur ones. We can regard 

it as a success that in five of the six experiments the auto knee width is within the interquartile 

range (with the exception being that the amateurs prefer quite a soft knee already for a 

threshold of −18 dB where the compression is not that deep yet). 

It is also interesting to look at the individual results directly. Fig. 37 shows the choices of the 

individual testers for the three different thresholds respectively connected by a line (with the 

choices of the automation method indicated by a thick line). And indeed almost all of the 

results show an upward trend (broader knee width for lower threshold), although the 

trajectories themselves differ quite a lot regarding scaling and offset. 
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Fig. 37: Individual choices (in dB) of professionals (left) and amateurs (right) 

for the knee width experiment (drums sample) 

The general assumption we made for the knee width, however, seems to be supported by the 

experiment with drums and our auto knee method should work quite well here. 

Unfortunately things look a bit differently for the slap bass. The median for the professionals 

suggests a fairly constant knee width here regardless of the predefined threshold and the 

amateurs even seem to prefer a softer knee at a threshold of −18 dB than at −25 dB. 
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Fig. 38: Box plots for the knee width experiment (bass sample, results in dB) with 

median value (dash) and the automatic choice (dot) 
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Looking at the individual trajectories might again give us some more insight here. Compared 

to Fig. 37, the plots look much more noisy here. While some testers would again choose a 

softer knee for a lower threshold, others would to it exactly the other way around. The only 

part where the trajectories come close to each other is at −25 dB in the professional group 

(and this is also where the auto make-up gain is closest to the median with a difference of 

6.15 dB). 
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Fig. 39: Individual choices (in dB) of professionals (left) and amateurs (right) 

for the knee width experiment (bass sample) 

So while the auto knee works nicely and as expected for the drum track, it does not 

correspond very well to the human choices for the slap bass. On the other hand – it seems like 

even the professionals cannot agree on a general methodology, since we find the choices 

going in completely opposite directions. 

4.4 Evaluating auto make-up gain 

In order to test the auto make-up gain, we again predefined a fixed threshold (-30 dB), 

ratio (∞:1), knee width (0 dB), attack (0.5 ms) and release (100 ms) times. As before, these 

settings guarantee a fair amount of compression on all four test signals. The particular time 

constants (very fast attack, medium release) chosen here, guarantee that the dynamic range of 

the signal is vastly different after the compression then before – transients that were there in 

the first place will be gone The testers were then asked to manually vary the make-up gain 

until they thought that the compressed signal is exactly as loud as the uncompressed one. 
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Fig. 40: Box plots for the make-up gain experiment (results in dB) with 

median value (dash) and the automatic choice (dot) 

It is interesting that even the results for this – apparently trivial – experiment still can vary 

quite a lot (e.g. one professional tester applied 24 dB of make-up gain to the bass sample, 

which is more than 10 dB above the median value). The discrepancies might be explained by 

the different listening conditions. Since the testers used the compressor in their own room, on 

their own playback system and at their own listening levels, we can expect that the filtering 

applied by the amplifier, the speakers and finally by the ear itself was quite different for each 

test. However, we have to keep in mind that the compressor does not change the spectral 

content of the input signal very much (apart from generating a few harmonics due to gain 

modulation). The filtering should therefore have very similar consequences for both the 

compressed and the uncompressed signal. A better explanation for the variance is that even 

though this experiment might seem quite trivial, the task is actually quite hard. A few testers 

reported that they found it difficult to judge whether the two signals appear equally loud when 

their dynamic range is so different and came to different results, whether we concentrated on 

the attack (transients) or the sustained (steady-state) phases of the sound. 

However – compared to before – the interquartile range is quite small this time and within 

only 3 dB for all of the make-up gain experiments. This means that most of the testers could 

actually agree on a make-up gain for a given sample.  
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Comparing the results to the automation, we find that the auto make-up gain is quite spot-on 

for the guitar and the vocal sample – in both cases most professionals would apply slightly 

more and most amateurs would apply slightly less make-up gain. Interestingly, however, we 

differ a lot more for the two more percussive drums and bass samples (up too almost 6 dB 

distance from the median) and it is apparent that the auto make-up gain always provides less 

gain than desired by the testers. It seems that the transients contained in the original signal are 

quite significant for the perception of the signal’s loudness. When those transients are then 

removed by the compressor, we require more make-up gain than the actual average gain 

reduction in order to reach the same loudness again.
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CHAPTER 5: CONCLUSION AND FURTHER WORK 

In this project report we first concentrated on general compressor design and explored the 

different options. We then proposed methods to automate most of the compressor parameters 

based on our assumptions. The automation methods have been implemented in a real-time 

audio plug-in to allow testing under real-world conditions. Finally we compared the 

automation against the choices of human operators on a range of test signals to see if the 

assumptions we made hold true. 

Auto make-up gain works quite well and it has been described as helpful by some of the 

testers. It saves the user from permanently re-adjusting the gain whenever they made a 

significant change to any of the other parameters (especially the threshold). 

A meaningful auto attack on the other hand seems to be very difficult to accomplish, since 

this might be the compressor parameter that is most based on intention. While the crest-factor 

dependent automation we proposed can be useful to prevent obvious artefacts, an experienced 

engineer will use the attack time to efficiently shape the amount of ‘punch’ he wants in the 

signal. 

Our method for auto release generally seems to work quite well. However, in the hands of an 

expert the release time can be much more powerful than just preventing artefacts resulting 

from a release that is obviously too fast or too slow. On rhythmic signals, the release time can 

also have a very important influence on the ‘groove’. An example would be a compressor 

used on a drum bus: if the compression triggered by the bass drum is not back to normal again 

once the snare comes along, the backbeat will be less powerful. In this scenario the release 

time is obviously also related to the tempo and not just the crest factor. Another problem with 

the current implementation for the automatic release behaviour is, that it does not take into 

account the overall gain reduction. For very high levels of compression the release might 

therefore often be faster than desired and causing unwanted gain modulation. 

The auto knee was expected to work much better than it finally did. Even with a very soft 

knee the compressor still sounds very aggressive and ‘limiter-ish’ when we keep the ratio 

fixed at ∞:1. Simply smoothing out the limiter curve apparently does not enable it to behave 

as a subtle compressor. 
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5.1 Further work 

Compressors in general still seem to be quite an unexplored field in academia. The author 

does not know of any academic paper that would collectively derive and discuss some of the 

most common compressor design options in reasonable depth (as done here in the background 

section). 

It would therefore be nice to have further analysis on compressor design available – not only 

considering technical, but also perceptual aspects. An interesting question would be: how do 

the different design choices affect the perceived sonic characteristic of the compressor and not 

just its measurements? A better understanding of the influence of the different design choices 

might make compressor design considerably easier and less of a trial-and-error process. 

Further work could also be put into the automatic compressor. A few ideas have not been 

tried because of the limited time available for the masters project. Also the methods we 

proposed could use further development. The auto make-up gain could probably be improved 

by using a proper loudness model. Directly comparing loudness before and after the 

compressor instead of using the average gain reduction might give results that better agree 

with the human perception – especially for more percussive signals where the . However, 

designing a perceptual weighting filter for the loudness estimation would require an 

assumption on average listening levels. The auto release mechanism the other hand could 

potentially benefit from some form of tempo-dependence – at least for very rhythmic signals. 

In general, creating an automatic compressor  should become a much easier task if we knew 

what type of signal it is going to be used on. An auto compressor that only has to work on 

drums for instance can make many more assumptions about its input signal than a compressor 

that is expected to sound well on a arbitrary tracks. 

Another interesting idea – suggested by some of the professional testers – would be to 

actually let the user control how the automation behaves. Instead of setting the release time 

directly, he would then set the meta parameters controlling the release time. The compressor 

would still behave in an adaptive way, however, with the user having tight control over what 

is going on. 
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